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Motivating example: GPT models release timeline

Figure 1: What factors determine the model update frequency?

Let π denote a trained model︸ ︷︷ ︸
e.g., GPT X.X

, and V (π) be the expected value of model π︸ ︷︷ ︸
e.g., Level of satisfaction with π

.
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Figure 1: The core tradeoff in deciding how often to update a policy. Updating slowly (left) leaves an outdated
policy in place and loses value, while updating quickly (right) tracks improvements closely but risks deploying a
policy worse than the one it replaces (a safety violation).

number of unsafe updates.

Optimizing these update times jointly is important be-
cause each deployment changes the benchmark for fu-
ture replacements. If one candidate is skipped, the
next candidate is compared against an older incum-
bent; if it is deployed, all later candidates are instead
compared against the new policy. The value and risk
of a future update therefore depend on the sequence
of earlier update decisions. We estimate these quanti-
ties from historical learning trajectories and associate
each possible switch with its expected contribution to
cumulative value and its probability of being unsafe.
A deployment schedule then corresponds to a path
through the candidate policies, with each transition
consuming part of the available safety budget. The re-
sulting optimization problem is a resource-constrained
path problem [Beasley and Christofides, 1989], which
we solve using dynamic programming.

We next characterize how the learning process shapes
the timing and risk of policy updates. By modeling the
policy-value trajectory through a time-inhomogeneous
Itô diffusion[Itô, 1951], we derive a leading-order con-
tinuous optimization problem and show that the op-
timal schedule is governed by the local signal-to-noise
ratio of policy improvement. In particular, the optimal
waiting time is inversely proportional to the squared
signal-to-noise ratio, so more reliable improvements
support earlier and more frequent updates, while nois-
ier learning calls for longer waits. Our analysis fur-
ther characterizes the resulting regret, total number
of updates, and per-update risk: regret vanishes at
rate log(T/ϵ)/T , while the number of updates grows on
the order of T/ log(T/ϵ), and risk is allocated nonuni-
formly according to the local learning dynamics. These
results also reveal a diminishing marginal cost of ad-
ditional safety, since tightening the safety budget in-
creases the optimal waiting time only logarithmically.

Finally, we evaluate the proposed meta-policy in syn-
thetic learning environments and on data from the
International Stroke Trial [International Stroke Trial
Collaborative Group, 1997, Sandercock et al., 2011].
We find that jointly choosing update times and safety
allocation achieves a better value-risk tradeoff than pe-
riodic updating and approaches that fix either update
timing or risk allocation in advance. The gains are
particularly pronounced when the rate and variability
of policy improvement change over the learning trajec-
tory, in which case the optimal schedule updates more
frequently when improvements are reliable and waits
longer when they are not.

Related Work Safe and conservative policy im-
provement. Safe policy improvement seeks to replace
a baseline policy only when the available evidence
supports non-inferiority or improvement. Early ap-
proaches certify a learned candidate using held-out
data or construct conservative updates from policy-
improvement bounds [Thomas et al., 2015, Laroche
et al., 2019], while conservative bandit methods main-
tain performance relative to a default policy during
learning [Wu et al., 2016]. Recent work has strength-
ened this perspective by optimizing lower-tail perfor-
mance guarantees [Zhao et al., 2024b], calibrating mul-
tiple tests over candidate threshold policies [Cho et al.,
2025], restricting deviations to well-supported decision
points [Sharma et al., 2025], and conformally regulat-
ing deviations from a safe reference policy [Prinster
et al., 2026]. While these methods primarily construct
or certify an individual policy relative to a baseline,
our framework takes a sequence of data-dependent
candidate policies as given and jointly selects their
deployment times, thereby extending safe policy im-
provement from a single-update decision to a sequen-
tial deployment problem.

Limited adaptivity and deployment-efficient learning.
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number of unsafe updates.

Optimizing these update times jointly is important be-
cause each deployment changes the benchmark for fu-
ture replacements. If one candidate is skipped, the
next candidate is compared against an older incum-
bent; if it is deployed, all later candidates are instead
compared against the new policy. The value and risk
of a future update therefore depend on the sequence
of earlier update decisions. We estimate these quanti-
ties from historical learning trajectories and associate
each possible switch with its expected contribution to
cumulative value and its probability of being unsafe.
A deployment schedule then corresponds to a path
through the candidate policies, with each transition
consuming part of the available safety budget. The re-
sulting optimization problem is a resource-constrained
path problem [Beasley and Christofides, 1989], which
we solve using dynamic programming.

We next characterize how the learning process shapes
the timing and risk of policy updates. By modeling the
policy-value trajectory through a time-inhomogeneous
Itô diffusion[Itô, 1951], we derive a leading-order con-
tinuous optimization problem and show that the op-
timal schedule is governed by the local signal-to-noise
ratio of policy improvement. In particular, the optimal
waiting time is inversely proportional to the squared
signal-to-noise ratio, so more reliable improvements
support earlier and more frequent updates, while nois-
ier learning calls for longer waits. Our analysis fur-
ther characterizes the resulting regret, total number
of updates, and per-update risk: regret vanishes at
rate log(T/ϵ)/T , while the number of updates grows on
the order of T/ log(T/ϵ), and risk is allocated nonuni-
formly according to the local learning dynamics. These
results also reveal a diminishing marginal cost of ad-
ditional safety, since tightening the safety budget in-
creases the optimal waiting time only logarithmically.

Finally, we evaluate the proposed meta-policy in syn-
thetic learning environments and on data from the
International Stroke Trial [International Stroke Trial
Collaborative Group, 1997, Sandercock et al., 2011].
We find that jointly choosing update times and safety
allocation achieves a better value-risk tradeoff than pe-
riodic updating and approaches that fix either update
timing or risk allocation in advance. The gains are
particularly pronounced when the rate and variability
of policy improvement change over the learning trajec-
tory, in which case the optimal schedule updates more
frequently when improvements are reliable and waits
longer when they are not.

Related Work Safe and conservative policy im-
provement. Safe policy improvement seeks to replace
a baseline policy only when the available evidence
supports non-inferiority or improvement. Early ap-
proaches certify a learned candidate using held-out
data or construct conservative updates from policy-
improvement bounds [Thomas et al., 2015, Laroche
et al., 2019], while conservative bandit methods main-
tain performance relative to a default policy during
learning [Wu et al., 2016]. Recent work has strength-
ened this perspective by optimizing lower-tail perfor-
mance guarantees [Zhao et al., 2024b], calibrating mul-
tiple tests over candidate threshold policies [Cho et al.,
2025], restricting deviations to well-supported decision
points [Sharma et al., 2025], and conformally regulat-
ing deviations from a safe reference policy [Prinster
et al., 2026]. While these methods primarily construct
or certify an individual policy relative to a baseline,
our framework takes a sequence of data-dependent
candidate policies as given and jointly selects their
deployment times, thereby extending safe policy im-
provement from a single-update decision to a sequen-
tial deployment problem.

Limited adaptivity and deployment-efficient learning.
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number of unsafe updates.

Optimizing these update times jointly is important be-
cause each deployment changes the benchmark for fu-
ture replacements. If one candidate is skipped, the
next candidate is compared against an older incum-
bent; if it is deployed, all later candidates are instead
compared against the new policy. The value and risk
of a future update therefore depend on the sequence
of earlier update decisions. We estimate these quanti-
ties from historical learning trajectories and associate
each possible switch with its expected contribution to
cumulative value and its probability of being unsafe.
A deployment schedule then corresponds to a path
through the candidate policies, with each transition
consuming part of the available safety budget. The re-
sulting optimization problem is a resource-constrained
path problem [Beasley and Christofides, 1989], which
we solve using dynamic programming.

We next characterize how the learning process shapes
the timing and risk of policy updates. By modeling the
policy-value trajectory through a time-inhomogeneous
Itô diffusion[Itô, 1951], we derive a leading-order con-
tinuous optimization problem and show that the op-
timal schedule is governed by the local signal-to-noise
ratio of policy improvement. In particular, the optimal
waiting time is inversely proportional to the squared
signal-to-noise ratio, so more reliable improvements
support earlier and more frequent updates, while nois-
ier learning calls for longer waits. Our analysis fur-
ther characterizes the resulting regret, total number
of updates, and per-update risk: regret vanishes at
rate log(T/ϵ)/T , while the number of updates grows on
the order of T/ log(T/ϵ), and risk is allocated nonuni-
formly according to the local learning dynamics. These
results also reveal a diminishing marginal cost of ad-
ditional safety, since tightening the safety budget in-
creases the optimal waiting time only logarithmically.

Finally, we evaluate the proposed meta-policy in syn-
thetic learning environments and on data from the
International Stroke Trial [International Stroke Trial
Collaborative Group, 1997, Sandercock et al., 2011].
We find that jointly choosing update times and safety
allocation achieves a better value-risk tradeoff than pe-
riodic updating and approaches that fix either update
timing or risk allocation in advance. The gains are
particularly pronounced when the rate and variability
of policy improvement change over the learning trajec-
tory, in which case the optimal schedule updates more
frequently when improvements are reliable and waits
longer when they are not.

Related Work Safe and conservative policy im-
provement. Safe policy improvement seeks to replace
a baseline policy only when the available evidence
supports non-inferiority or improvement. Early ap-
proaches certify a learned candidate using held-out
data or construct conservative updates from policy-
improvement bounds [Thomas et al., 2015, Laroche
et al., 2019], while conservative bandit methods main-
tain performance relative to a default policy during
learning [Wu et al., 2016]. Recent work has strength-
ened this perspective by optimizing lower-tail perfor-
mance guarantees [Zhao et al., 2024b], calibrating mul-
tiple tests over candidate threshold policies [Cho et al.,
2025], restricting deviations to well-supported decision
points [Sharma et al., 2025], and conformally regulat-
ing deviations from a safe reference policy [Prinster
et al., 2026]. While these methods primarily construct
or certify an individual policy relative to a baseline,
our framework takes a sequence of data-dependent
candidate policies as given and jointly selects their
deployment times, thereby extending safe policy im-
provement from a single-update decision to a sequen-
tial deployment problem.

Limited adaptivity and deployment-efficient learning.

Figure 2: A key tradeoff is cumulative performance gain vs. safety

Research question: what is the optimal schedule of model updates︸ ︷︷ ︸
a.k.a. meta-policy

?

Problem formulation: a constrained optimization problem

Setting: Consider an online learning setting with finite horizon T , and for
each time t, a model πt is trained from all observed historical data.

Definition: meta-policy
We define the meta-policy as a mapping from calendar time to model
version:

m ∈ M = {{1, . . . ,T} 7→ {1, . . . ,T} : m(t)≤ T} .

Time Time Time 

Figure 3: Some examples of meta-policies.

Objective: offline safe meta-policy design

max
m∈M

E

[
1
T

T

∑
t=1

V (πm(t))

]
s.t. E

[
T

∑
t=2

1
{

V (πm(t))<V (πm(t−1))
}]

≤ ε.

3. Computation: reformulation as a path selection problem

Properties of the meta-policy): There must be m(t)≤ t, but m(t) need not be
monotone.

Lemma 1: monotone meta-policy reduction

If E[V (πi)]≤ E[V (π j)] for i < j, then an optimal schedule retains the
incumbent or deploys the newest candidate, i.e., m(t) ∈ {m(t −1), t}.
Therefore,

{m(t) : t ∈ {1, . . . ,T}} ⇐⇒ {t1, . . . , tK}.
Manuscript under review by AISTATS 2027

randomness of the dataset DT that is used to train
the candidate policies sequentially. A discussion of
how the proposed framework extends beyond the pre-
sented binary-treatment causal setting is provided in
Appendix A.

3 PROPOSED ALGORITHM

This section presents a computation procedure to solve
problem (1). Throughout the remainder of the pa-
per, we impose the assumption that the value function
sequence is in-expectation improving. This condition
is consistent with policy-improvement procedures de-
signed to ensure monotonic performance gains [Pirotta
et al., 2013, Schulman et al., 2015]. Note that it is
much weaker than assuming almost surely improving
(i.e., pathwise monotonicity), which is prohibitive as
it would imply no unsafe updates will ever occur.

Assumption 2 (Policy improvement). For any 0 <
t′ < t ≤ T , there is E[V (πt′)] ≤ E[V (πt)].

Under Assumption 2, updating to an outdated pol-
icy would be undesirable, as it brings no additional
safety benefits while forfeiting the opportunity of se-
lecting more rewarding policies. This implies a ratio-
nal meta-policy would favor selecting the most up-to-
date trained policy whenever an update should occur.

Lemma 1. Under Assumption 2, there exists m⋆ that
is an optimizer of (1) and satisfies

m⋆ ∈ {m ∈M : m(t) ∈ {m(t− 1), t}, ∀t ∈ T \ {1}} .

Lemma 1 states that there exists an optimal meta-
policy m⋆ such that, at any time t, it must either
keep the previously deployed policy or switch to the
newest trained policy πt. The existential statement
accommodates ties. Consequently, finding an optimal
meta-policy m⋆ reduces to specifying a nondecreasing
sequence of update times t1 → t2 → · · · → tK , at
which the meta-policy switches from the currently de-
ployed policy to the newest available policy.

This one-to-one correspondence enables problem (1)
to be reformulated into a Resource-Constrained Short-
est Path Problem (RCSPP) [Handler and Zang, 1980,
Beasley and Christofides, 1989], yielding a more
tractable computational formulation. Specifically, we
define a directed acyclic graph (DAG) G = (V, E),
whose vertex and edge set are

V = {1, . . . , T + 1}, E = {(i, j) : 1 ≤ i < j ≤ T + 1}.

Namely, each vertex i represents a timestamp, and an
edge (i, j) ∈ E represents retaining πi through period
j− 1 and updating to πj at time j for j ≤ T . An edge
ending at the sink node (i, T + 1) instead represents

Time 

Proposition 1

DAG 

Figure 2: An example meta-policy (T = 4). Left :
Plot of m(t), which denotes updates at every time ex-
cept t = 3. Right : Illustration of the RCSPP refor-
mulation (Proposition 1). Each edge (i, j) carries a
reward Rij and safety cost Sij , and the path encodes
the deployed policy sequence.

retaining πi through the final period T . Let Pij denote
the set of all directed paths from vertex i to vertex j:

Pij :=
{

(v0, . . . , vK) : K ≥ 1,

v0 = i, vK = j, (vℓ−1, vℓ) ∈ E ∀ℓ
}
.

(2)

Proposition 1 (Path selection problem). Define Pij

as in (2). Under Assumption 2, problem (1) is equiv-
alent to

max
p∈P1,T+1

∑
(i,j)∈p

Rij s.t.
∑

(i,j)∈p

Sij ≤ ϵ. (3)

where R ∈ R(T+1)×(T+1) and S ∈ R(T+1)×(T+1) de-
note the reward and safety cost matrices,

Rij :=
j − i

T
· E[V (πi)],

Sij :=

{
P (V (πj) < V (πi)) , if j ≤ T

0, if j = T + 1.

As illustrated in the right panel of Figure 2, the objec-
tive of safe meta-policy learning is equivalent to finding
a feasible path from the start node t = 1 to the sink
node t = T +1 to maximize the collected reward along
each edge, while controlling the total incurred safety
cost along the path to be below budget ϵ.

3.1 A Dynamic Programming Algorithm for
Safe Meta-Policy Optimization

Based on Proposition 1, we can utilize existing RCSPP
algorithms to solve the safe meta-policy design prob-
lem. Below, we describe an offline dynamic program-
ming (DP) algorithm, which utilizes plug-in estimates
of the reward and safety cost matrices and constructs
DP states via a gridded approximation of the safety
budget. The pseudocode is provided in Algorithm 1.

(i) Estimation. Assume that the algorithm has ac-
cess to N offline sampled trajectories,

D(n) =
{(

x
(n)
t , a

(n)
t , y

(n)
t (a

(n)
t )
)}T

t=1
,

Figure 4: A resource-constraint shortest path problem.

Proposition 1: Resource Constrained Shortest Path Problem
Under the same condition as Lemma 1, the original optimization is equivalent
to

max
p∈P1,T+1

∑
(i, j)∈p

( j− i)E[V (πi)]/T︸ ︷︷ ︸
Ri j

s.t. ∑
(i, j)∈p

P{V (π j)<V (πi)}︸ ︷︷ ︸
Si j

≤ ε.

This can be solved via dynamic programming algorithms.

Theoretical analysis: leading-order optimality system

Assumption 2: Itô Diffusion

V (πt) = V0︸︷︷︸
Const.

+
1
T

∫ t

0
µ(τ/T )︸ ︷︷ ︸

Drift

dτ +
1
T

∫ t

0
σ(τ/T )︸ ︷︷ ︸
Volatility

d Wτ︸︷︷︸
BM

.

Main Theorem
Under Assumptions 1 and 2, suppose T →+∞, denote u = t/T and

LT = log
(

T
ε

)
, I(u) =

µ(u)2

2σ(u)2,

and A(·), B, C(·), D, E, F are unimportant constants or functions. Then, the

Quantity Notation Asymptotic expression

Update interval h⋆T(u)
LT

I(u)
+

1
I(u)

[
−3

2
logLT +C(u)

]
+o(1)

Update risk p⋆T(u)
εLT

T B
µ(u)
I(u)2{1+o(1)}

Number of updates K⋆
T

T D
LT

+
T
L2

T

[
3
2

D logLT −E
]
+o

(
T
L2

T

)
Regret R⋆

T(ε)
LT B
2T

+
1

2T

[
− 3

2
B logLT +F

]
+o(T−1)

Red: leading-order asymptotic behavior, blue: local learning dynamics.

Remark: The derivation relies on proving a continuous approximation when
T →+∞:

min
h(·)

∫ 1

0
µ(u)h(u)du s.t.

∫ 1

0

Φ(−µ(u)
√

h(u)/σ(u))
h(u)

du ≤ ε

T
.

Experiment: theory evaluation, performance, and patternsManuscript under review by AISTATS 2027
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Figure 3: Phase diagrams of the schedules returned by Algorithm 1 on homogeneous value processes with
constant drift µ and volatility σ (T = 30, ϵ = 0.35, ∆ = 0.005). From left to right, the panels report the number
of updates K, the mean per-update risk p̄, the mean interval preceding an update h̄, and the expected deployed
value J . Each cell is evaluated under the population rewards and safety costs and averaged over three simulated
datasets. White-labeled contours show the asymptotic rates established in Section 4.
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Figure 4: Safety–value Pareto frontiers of the proposed meta-policy (Ours) and three baseline update rules, in
three synthetic settings with low, medium, and high value-process SNR and on the International Stroke Trial
(IST) data. The horizontal axis is the safety budget ϵ (log scale). The vertical axis is the objective of (1),
normalized so that 0 and 1 correspond to never updating and to updating every period. All methods use the
same estimated rewards and safety costs.

this tradeoff depends on the entire learning trajectory
through A(u), I(u), and c(u), rather than only on the
signal-to-noise level: periods in which learning is more
informative contribute differently to both cumulative
regret and the total number of deployments. Together,
these results quantify how the locally adaptive update
rule translates into a global balance between respon-
siveness and the cost of holding outdated policies.

5 NUMERICAL EXPERIMENTS

This section presents three sets of numerical exper-
iments that compare the proposed meta-policy with
update rules commonly adopted in practice and vali-
date our theoretical analysis in Section 4.

Experiment setting. We evaluate our framework
on both synthetic and real-data policy-learning en-
vironments. For the synthetic study, we consider
three learning regimes with low, medium, and high
value-process signal-to-noise ratios by varying the
learning rate and outcome-noise level. We generate

400 independent trajectories of T = 60 sequential
observations with five data points per batch, five-
dimensional covariates, randomized binary treatment,
and heterogeneous treatment effects, and train an on-
line plug-in CATE policy learner. For the real-data
study, we use the randomized International Stroke
Trial data [Sandercock et al., 2011], constructing 500
bootstrap sequential learning trajectories with nested
training sets and evaluating learned policies on a fixed
20% held-out sample using an AIPW value estimator
[Robins et al., 1994]. Across these settings, we com-
pare our proposed algorithm against (i) periodic up-
dating at the best feasible constant interval, (ii) equal
risk, which splits ϵ evenly across updates, and (iii)
earliest safe, which deploys the first policy whose esti-
mated safety cost falls below a tuned threshold. Fur-
ther experimental details are provided in Appendix D.

Exp 1: Validating the optimality system. Fig-
ure 3 uses simulated homogeneous value processes with
constant drift µ and volatility σ over a 50× 50 grid of
(µ, σ), runs Algorithm 1 on the estimated rewards and
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value J . Each cell is evaluated under the population rewards and safety costs and averaged over three simulated
datasets. White-labeled contours show the asymptotic rates established in Section 4.
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Figure 4: Safety–value Pareto frontiers of the proposed meta-policy (Ours) and three baseline update rules, in
three synthetic settings with low, medium, and high value-process SNR and on the International Stroke Trial
(IST) data. The horizontal axis is the safety budget ϵ (log scale). The vertical axis is the objective of (1),
normalized so that 0 and 1 correspond to never updating and to updating every period. All methods use the
same estimated rewards and safety costs.

this tradeoff depends on the entire learning trajectory
through A(u), I(u), and c(u), rather than only on the
signal-to-noise level: periods in which learning is more
informative contribute differently to both cumulative
regret and the total number of deployments. Together,
these results quantify how the locally adaptive update
rule translates into a global balance between respon-
siveness and the cost of holding outdated policies.

5 NUMERICAL EXPERIMENTS

This section presents three sets of numerical exper-
iments that compare the proposed meta-policy with
update rules commonly adopted in practice and vali-
date our theoretical analysis in Section 4.

Experiment setting. We evaluate our framework
on both synthetic and real-data policy-learning en-
vironments. For the synthetic study, we consider
three learning regimes with low, medium, and high
value-process signal-to-noise ratios by varying the
learning rate and outcome-noise level. We generate

400 independent trajectories of T = 60 sequential
observations with five data points per batch, five-
dimensional covariates, randomized binary treatment,
and heterogeneous treatment effects, and train an on-
line plug-in CATE policy learner. For the real-data
study, we use the randomized International Stroke
Trial data [Sandercock et al., 2011], constructing 500
bootstrap sequential learning trajectories with nested
training sets and evaluating learned policies on a fixed
20% held-out sample using an AIPW value estimator
[Robins et al., 1994]. Across these settings, we com-
pare our proposed algorithm against (i) periodic up-
dating at the best feasible constant interval, (ii) equal
risk, which splits ϵ evenly across updates, and (iii)
earliest safe, which deploys the first policy whose esti-
mated safety cost falls below a tuned threshold. Fur-
ther experimental details are provided in Appendix D.

Exp 1: Validating the optimality system. Fig-
ure 3 uses simulated homogeneous value processes with
constant drift µ and volatility σ over a 50× 50 grid of
(µ, σ), runs Algorithm 1 on the estimated rewards and
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Figure 3: Phase diagrams of the schedules returned by Algorithm 1 on homogeneous value processes with
constant drift µ and volatility σ (T = 30, ϵ = 0.35, ∆ = 0.005). From left to right, the panels report the number
of updates K, the mean per-update risk p̄, the mean interval preceding an update h̄, and the expected deployed
value J . Each cell is evaluated under the population rewards and safety costs and averaged over three simulated
datasets. White-labeled contours show the asymptotic rates established in Section 4.
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Figure 4: Safety–value Pareto frontiers of the proposed meta-policy (Ours) and three baseline update rules, in
three synthetic settings with low, medium, and high value-process SNR and on the International Stroke Trial
(IST) data. The horizontal axis is the safety budget ϵ (log scale). The vertical axis is the objective of (1),
normalized so that 0 and 1 correspond to never updating and to updating every period. All methods use the
same estimated rewards and safety costs.

this tradeoff depends on the entire learning trajectory
through A(u), I(u), and c(u), rather than only on the
signal-to-noise level: periods in which learning is more
informative contribute differently to both cumulative
regret and the total number of deployments. Together,
these results quantify how the locally adaptive update
rule translates into a global balance between respon-
siveness and the cost of holding outdated policies.

5 NUMERICAL EXPERIMENTS

This section presents three sets of numerical exper-
iments that compare the proposed meta-policy with
update rules commonly adopted in practice and vali-
date our theoretical analysis in Section 4.

Experiment setting. We evaluate our framework
on both synthetic and real-data policy-learning en-
vironments. For the synthetic study, we consider
three learning regimes with low, medium, and high
value-process signal-to-noise ratios by varying the
learning rate and outcome-noise level. We generate

400 independent trajectories of T = 60 sequential
observations with five data points per batch, five-
dimensional covariates, randomized binary treatment,
and heterogeneous treatment effects, and train an on-
line plug-in CATE policy learner. For the real-data
study, we use the randomized International Stroke
Trial data [Sandercock et al., 2011], constructing 500
bootstrap sequential learning trajectories with nested
training sets and evaluating learned policies on a fixed
20% held-out sample using an AIPW value estimator
[Robins et al., 1994]. Across these settings, we com-
pare our proposed algorithm against (i) periodic up-
dating at the best feasible constant interval, (ii) equal
risk, which splits ϵ evenly across updates, and (iii)
earliest safe, which deploys the first policy whose esti-
mated safety cost falls below a tuned threshold. Fur-
ther experimental details are provided in Appendix D.

Exp 1: Validating the optimality system. Fig-
ure 3 uses simulated homogeneous value processes with
constant drift µ and volatility σ over a 50× 50 grid of
(µ, σ), runs Algorithm 1 on the estimated rewards and
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Figure 3: Phase diagrams of the schedules returned by Algorithm 1 on homogeneous value processes with
constant drift µ and volatility σ (T = 30, ϵ = 0.35, ∆ = 0.005). From left to right, the panels report the number
of updates K, the mean per-update risk p̄, the mean interval preceding an update h̄, and the expected deployed
value J . Each cell is evaluated under the population rewards and safety costs and averaged over three simulated
datasets. White-labeled contours show the asymptotic rates established in Section 4.
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Figure 4: Safety–value Pareto frontiers of the proposed meta-policy (Ours) and three baseline update rules, in
three synthetic settings with low, medium, and high value-process SNR and on the International Stroke Trial
(IST) data. The horizontal axis is the safety budget ϵ (log scale). The vertical axis is the objective of (1),
normalized so that 0 and 1 correspond to never updating and to updating every period. All methods use the
same estimated rewards and safety costs.

this tradeoff depends on the entire learning trajectory
through A(u), I(u), and c(u), rather than only on the
signal-to-noise level: periods in which learning is more
informative contribute differently to both cumulative
regret and the total number of deployments. Together,
these results quantify how the locally adaptive update
rule translates into a global balance between respon-
siveness and the cost of holding outdated policies.

5 NUMERICAL EXPERIMENTS

This section presents three sets of numerical exper-
iments that compare the proposed meta-policy with
update rules commonly adopted in practice and vali-
date our theoretical analysis in Section 4.

Experiment setting. We evaluate our framework
on both synthetic and real-data policy-learning en-
vironments. For the synthetic study, we consider
three learning regimes with low, medium, and high
value-process signal-to-noise ratios by varying the
learning rate and outcome-noise level. We generate

400 independent trajectories of T = 60 sequential
observations with five data points per batch, five-
dimensional covariates, randomized binary treatment,
and heterogeneous treatment effects, and train an on-
line plug-in CATE policy learner. For the real-data
study, we use the randomized International Stroke
Trial data [Sandercock et al., 2011], constructing 500
bootstrap sequential learning trajectories with nested
training sets and evaluating learned policies on a fixed
20% held-out sample using an AIPW value estimator
[Robins et al., 1994]. Across these settings, we com-
pare our proposed algorithm against (i) periodic up-
dating at the best feasible constant interval, (ii) equal
risk, which splits ϵ evenly across updates, and (iii)
earliest safe, which deploys the first policy whose esti-
mated safety cost falls below a tuned threshold. Fur-
ther experimental details are provided in Appendix D.

Exp 1: Validating the optimality system. Fig-
ure 3 uses simulated homogeneous value processes with
constant drift µ and volatility σ over a 50× 50 grid of
(µ, σ), runs Algorithm 1 on the estimated rewards and

Figure 6: Homogeneous value processes. A 50×50 grid with T = 30, ε = 0.35, and
∆ = 0.005. White contours show theory. Higher SNR supports more updates and shorter waits.
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Figure 3: Phase diagrams of the schedules returned by Algorithm 1 on homogeneous value processes with
constant drift µ and volatility σ (T = 30, ϵ = 0.35, ∆ = 0.005). From left to right, the panels report the number
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Figure 4: Safety–value Pareto frontiers of the proposed meta-policy (Ours) and three baseline update rules, in
three synthetic settings with low, medium, and high value-process SNR and on the International Stroke Trial
(IST) data. The horizontal axis is the safety budget ϵ (log scale). The vertical axis is the objective of (1),
normalized so that 0 and 1 correspond to never updating and to updating every period. All methods use the
same estimated rewards and safety costs.

this tradeoff depends on the entire learning trajectory
through A(u), I(u), and c(u), rather than only on the
signal-to-noise level: periods in which learning is more
informative contribute differently to both cumulative
regret and the total number of deployments. Together,
these results quantify how the locally adaptive update
rule translates into a global balance between respon-
siveness and the cost of holding outdated policies.

5 NUMERICAL EXPERIMENTS

This section presents three sets of numerical exper-
iments that compare the proposed meta-policy with
update rules commonly adopted in practice and vali-
date our theoretical analysis in Section 4.

Experiment setting. We evaluate our framework
on both synthetic and real-data policy-learning en-
vironments. For the synthetic study, we consider
three learning regimes with low, medium, and high
value-process signal-to-noise ratios by varying the
learning rate and outcome-noise level. We generate

400 independent trajectories of T = 60 sequential
observations with five data points per batch, five-
dimensional covariates, randomized binary treatment,
and heterogeneous treatment effects, and train an on-
line plug-in CATE policy learner. For the real-data
study, we use the randomized International Stroke
Trial data [Sandercock et al., 2011], constructing 500
bootstrap sequential learning trajectories with nested
training sets and evaluating learned policies on a fixed
20% held-out sample using an AIPW value estimator
[Robins et al., 1994]. Across these settings, we com-
pare our proposed algorithm against (i) periodic up-
dating at the best feasible constant interval, (ii) equal
risk, which splits ϵ evenly across updates, and (iii)
earliest safe, which deploys the first policy whose esti-
mated safety cost falls below a tuned threshold. Fur-
ther experimental details are provided in Appendix D.

Exp 1: Validating the optimality system. Fig-
ure 3 uses simulated homogeneous value processes with
constant drift µ and volatility σ over a 50× 50 grid of
(µ, σ), runs Algorithm 1 on the estimated rewards and
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constant drift µ and volatility σ (T = 30, ϵ = 0.35, ∆ = 0.005). From left to right, the panels report the number
of updates K, the mean per-update risk p̄, the mean interval preceding an update h̄, and the expected deployed
value J . Each cell is evaluated under the population rewards and safety costs and averaged over three simulated
datasets. White-labeled contours show the asymptotic rates established in Section 4.
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this tradeoff depends on the entire learning trajectory
through A(u), I(u), and c(u), rather than only on the
signal-to-noise level: periods in which learning is more
informative contribute differently to both cumulative
regret and the total number of deployments. Together,
these results quantify how the locally adaptive update
rule translates into a global balance between respon-
siveness and the cost of holding outdated policies.

5 NUMERICAL EXPERIMENTS

This section presents three sets of numerical exper-
iments that compare the proposed meta-policy with
update rules commonly adopted in practice and vali-
date our theoretical analysis in Section 4.

Experiment setting. We evaluate our framework
on both synthetic and real-data policy-learning en-
vironments. For the synthetic study, we consider
three learning regimes with low, medium, and high
value-process signal-to-noise ratios by varying the
learning rate and outcome-noise level. We generate

400 independent trajectories of T = 60 sequential
observations with five data points per batch, five-
dimensional covariates, randomized binary treatment,
and heterogeneous treatment effects, and train an on-
line plug-in CATE policy learner. For the real-data
study, we use the randomized International Stroke
Trial data [Sandercock et al., 2011], constructing 500
bootstrap sequential learning trajectories with nested
training sets and evaluating learned policies on a fixed
20% held-out sample using an AIPW value estimator
[Robins et al., 1994]. Across these settings, we com-
pare our proposed algorithm against (i) periodic up-
dating at the best feasible constant interval, (ii) equal
risk, which splits ϵ evenly across updates, and (iii)
earliest safe, which deploys the first policy whose esti-
mated safety cost falls below a tuned threshold. Fur-
ther experimental details are provided in Appendix D.

Exp 1: Validating the optimality system. Fig-
ure 3 uses simulated homogeneous value processes with
constant drift µ and volatility σ over a 50× 50 grid of
(µ, σ), runs Algorithm 1 on the estimated rewards and

Figure 6: Safety–value frontiers. Budget ε is on a logarithmic scale. The normalized objective
equals 0 for never updating and 1 for always updating.Manuscript under review by AISTATS 2027
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Figure 5: Update times in the optimal schedule selected by the proposed meta-policy as the safety budget ϵ
varies, in the same four settings as Figure 4. Each black dot indicates a scheduled normalized update time. The
left dashed lines mark the smallest budget that admits one update.

safety costs, and overlays their theoretical asymptotic
rates as white contours. It can be observed that a
higher SNR yields more updates, each spending less
risk, and admits shorter waits. On the other hand,
in the low SNR regime, there might not even exist an
update that fits within the budget. The empirical and
theoretical surfaces are closely aligned (Pearson corre-
lations of 0.99, 0.99, and 0.98 for K, p̄, and h̄), which is
a significant sign given that the experiment uses only
a relatively short horizon where the leading-order for-
mulas tend to be conservative. The experiment sug-
gests that the theoretical structure characterized in
Section 4 aligns well with the exact schedules numeri-
cally computed by Algorithm 1.

Exp 2: Safety–value frontier. Figure 4 plots the
obtained objective value of cumulative reward across
different specifications of the safety budget ϵ. It can
be seen that our method weakly dominates every base-
line at every budget, and its frontier exhibits the di-
minishing returns predicted by Corollary 2. The gap
is largest against periodic updating, reaching 0.39 in
the high-SNR setting, where our method captures 82%
of the always-update gain at ϵ = 0.01 versus 53% for
periodic updating; the adaptive baselines trail by up
to 0.08 (equal risk) and 0.17 (earliest safe). These
gains arise because our method jointly chooses when
to update and how much risk to spend on each update,
rather than fixing either in advance. This result shows
that the proposed meta-policy attains a higher safety–
value frontier than commonly used update rules in all
four settings, rendering it superior in decision-making
settings with safety constraints.

Exp 3: Structure of optimal schedules. Fig-
ure 5 illustrates how the optimal schedule reorganizes
as the safety budget grows, where each column shows
the normalized update times selected under a given ϵ.
Three observations can be made: (i) The schedule is
not nested in ϵ: as the budget grows, existing updates
shift earlier, and new ones are inserted, producing the

curved branches in the medium- and high-SNR panels.
This agrees with Corollary 1, where allocating more
risk to an update shortens its waiting time. (ii) Up-
date placement depends on the SNR: under high SNR,
the first update occurs early ( t

T ≈ 0.2), and most up-
dates fall in the first half of the horizon, where value
improves fastest, whereas under low SNR the first up-
date is deferred to t

T ∈ [0.39, 0.75]. (iii) The intervals
are strongly nonuniform: on IST, updates concentrate
at a few recurring times. Hence, the optimal meta-
policy adapts both the timing and the risk of each up-
date to local learning dynamics, which neither periodic
nor equal-risk rules can replicate by construction.

6 CONCLUSION

We studied how to schedule the deployment of sequen-
tially learned policies when each update may both
improve or worsen performance. We formulated the
problem as maximizing cumulative value under a bud-
get on unsafe updates, reformulated it as a resource-
constrained shortest-path problem, and developed an
offline dynamic-programming solution using historical
learning trajectories. Our asymptotic analysis charac-
terizes the optimal update spacing, per-update risk,
regret, and number of updates in terms of the lo-
cal signal-to-noise ratio, revealing that stricter safety
can be achieved with only a logarithmic increase in
waiting time. Experiments on synthetic environments
and real clinical data support these structural insights
and demonstrate improved safety–value tradeoffs over
benchmark update rules.

A limitation of the current framework is that the de-
ployment schedule is fixed offline and therefore can-
not adapt to realized changes in learning progress or
uncertainty. This may reduce performance when fu-
ture learning dynamics differ from those represented
by the historical trajectories used for planning. Ex-
tending the framework to an online meta-policy with
anytime-valid risk control is an important direction for
future work.
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Figure 5: Update times in the optimal schedule selected by the proposed meta-policy as the safety budget ϵ
varies, in the same four settings as Figure 4. Each black dot indicates a scheduled normalized update time. The
left dashed lines mark the smallest budget that admits one update.

safety costs, and overlays their theoretical asymptotic
rates as white contours. It can be observed that a
higher SNR yields more updates, each spending less
risk, and admits shorter waits. On the other hand,
in the low SNR regime, there might not even exist an
update that fits within the budget. The empirical and
theoretical surfaces are closely aligned (Pearson corre-
lations of 0.99, 0.99, and 0.98 for K, p̄, and h̄), which is
a significant sign given that the experiment uses only
a relatively short horizon where the leading-order for-
mulas tend to be conservative. The experiment sug-
gests that the theoretical structure characterized in
Section 4 aligns well with the exact schedules numeri-
cally computed by Algorithm 1.

Exp 2: Safety–value frontier. Figure 4 plots the
obtained objective value of cumulative reward across
different specifications of the safety budget ϵ. It can
be seen that our method weakly dominates every base-
line at every budget, and its frontier exhibits the di-
minishing returns predicted by Corollary 2. The gap
is largest against periodic updating, reaching 0.39 in
the high-SNR setting, where our method captures 82%
of the always-update gain at ϵ = 0.01 versus 53% for
periodic updating; the adaptive baselines trail by up
to 0.08 (equal risk) and 0.17 (earliest safe). These
gains arise because our method jointly chooses when
to update and how much risk to spend on each update,
rather than fixing either in advance. This result shows
that the proposed meta-policy attains a higher safety–
value frontier than commonly used update rules in all
four settings, rendering it superior in decision-making
settings with safety constraints.

Exp 3: Structure of optimal schedules. Fig-
ure 5 illustrates how the optimal schedule reorganizes
as the safety budget grows, where each column shows
the normalized update times selected under a given ϵ.
Three observations can be made: (i) The schedule is
not nested in ϵ: as the budget grows, existing updates
shift earlier, and new ones are inserted, producing the

curved branches in the medium- and high-SNR panels.
This agrees with Corollary 1, where allocating more
risk to an update shortens its waiting time. (ii) Up-
date placement depends on the SNR: under high SNR,
the first update occurs early ( t

T ≈ 0.2), and most up-
dates fall in the first half of the horizon, where value
improves fastest, whereas under low SNR the first up-
date is deferred to t

T ∈ [0.39, 0.75]. (iii) The intervals
are strongly nonuniform: on IST, updates concentrate
at a few recurring times. Hence, the optimal meta-
policy adapts both the timing and the risk of each up-
date to local learning dynamics, which neither periodic
nor equal-risk rules can replicate by construction.

6 CONCLUSION

We studied how to schedule the deployment of sequen-
tially learned policies when each update may both
improve or worsen performance. We formulated the
problem as maximizing cumulative value under a bud-
get on unsafe updates, reformulated it as a resource-
constrained shortest-path problem, and developed an
offline dynamic-programming solution using historical
learning trajectories. Our asymptotic analysis charac-
terizes the optimal update spacing, per-update risk,
regret, and number of updates in terms of the lo-
cal signal-to-noise ratio, revealing that stricter safety
can be achieved with only a logarithmic increase in
waiting time. Experiments on synthetic environments
and real clinical data support these structural insights
and demonstrate improved safety–value tradeoffs over
benchmark update rules.

A limitation of the current framework is that the de-
ployment schedule is fixed offline and therefore can-
not adapt to realized changes in learning progress or
uncertainty. This may reduce performance when fu-
ture learning dynamics differ from those represented
by the historical trajectories used for planning. Ex-
tending the framework to an online meta-policy with
anytime-valid risk control is an important direction for
future work.

Figure 7: Selected deployment times. Each dot marks an update at normalized time t/T for a
given budget. Dashed lines identify the first budget that permits an update.

Summary: Three Key Findings

•Meta-policy learning Asm. 1
=⇒ path selection problem.

•Local dynamics scale directly with signal-to-noise ratio.
•Diminishing marginal cost of additional safety.


